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FILE RECOVERY ON CLIENT SERVER 
SYSTEM 

BACKGROUND 

The present invention relates in general to the field of 
restore management in client server systems, and in particu 
lar to a method for file recovery and a corresponding client 
server system. Still more particularly, the present invention 
relates to a data processing program and a computer pro 
gram product for request file recovery. 

During a classic restore procedure an application requests 
files to be restored from a client backup tool. The client 
back-up tool restores all files from a server back-up tool. 
Once all files are restored the restore operation is completed 
and the application can recover into operational mode. So a 
recovery time objective depends on completion of the 
restore operation and the application is not allowed to 
recover until all files have been restored, wherein some files 
are needed first, Some later, and others not at all. 

Further in hierarchical storage management (HSM) stub 
files are used on machines, so that files that are needed are 
loaded from central repository on the fly causing a delay. 
This is only useful if few files are actually used. Also an 
expensive Snapshot technology using a storage internal 
(virtual) backup and restore management is known. 

SUMMARY 

In one embodiment of the present invention, a method 
and/or computer program product recovers files that are 
generated by an application running on a client-server 
system that comprises a back-up client with a client back-up 
tool and a server with a server back-up tool. Application files 
are backed up on the server, and then restored to a back-up 
client based on file usage behavior of the application and 
their priority, and file stubs are created for remaining files. 
File usage behavior of the application performing data 
recovery and regular data processing after said restore 
process are monitored and analyzed, and files in different 
types of priority classes are classified based on file usage 
behavior. Existing file stubs at the back-up client are 
replaced with corresponding file content from the back-up 
server during runtime of the application based on predeter 
mined criteria. 

In one embodiment of the present invention, a client 
server system comprises: a client, wherein the client com 
prises a client back-up tool; and a server, wherein the server 
comprises a server back-up tool performing file recovery, 
and wherein said files are generated by an application 
running on said client-server system; wherein said back-up 
client is backing up files of said application as back-up data 
in said back-up server, wherein said back-up server restores 
files of said back-up data at said back-up client based on file 
usage behavior of said application; wherein in case of 
missing file priority class information, said back-up server 
restores all files of said back-up data at said back-up client 
during a corresponding restore process; wherein in case of 
existing file priority class information, said back-up server 
restores files of a highest priority class at said back-up client 
and creates file stubs of all remaining files of said back-up 
data on said back-up client during a corresponding restore 
process; wherein said back-up server returns control to said 
application; wherein said back-up client and said back-up 
server monitor and analyze said file usage behavior of said 
application performing data recovery and regular data pro 
cessing after a restore process; and wherein said back-up 
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2 
server classifies said files in different types of priority classes 
based on said file usage behavior, and replaces existing file 
stubs at said back-up client with corresponding file content 
during runtime of said application based on predetermined 
criteria. 

BRIEF DESCRIPTION OF THE SEVERAL 
VIEWS OF THE DRAWINGS 

A preferred embodiment of the present invention, as 
described in detail below, is shown in the drawings, in which 

FIG. 1 is a block diagram of a client server system, in 
accordance with an embodiment of the present invention; 

FIG. 2 is a schematic flow diagram of a method for file 
recovery, in accordance with an embodiment of the present 
invention; 

FIGS. 3 to 5 is a more detailed schematic flow diagram of 
the method for file recovery of FIG. 2, in accordance with an 
embodiment of the present invention. 

DETAILED DESCRIPTION 

The present invention may be a system, a method, and/or 
a computer program product. The computer program prod 
uct may include a computer readable storage medium (or 
media) having computer readable program instructions 
thereon for causing a processor to carry out aspects of the 
present invention. 
The computer readable storage medium can be a tangible 

device that can retain and store instructions for use by an 
instruction execution device. The computer readable storage 
medium may be, for example, but is not limited to, an 
electronic storage device, a magnetic storage device, an 
optical storage device, an electromagnetic storage device, a 
semiconductor storage device, or any suitable combination 
of the foregoing. A non-exhaustive list of more specific 
examples of the computer readable storage medium includes 
the following: a portable computer diskette, a hard disk, a 
random access memory (RAM), a read-only memory 
(ROM), an erasable programmable read-only memory 
(EPROM or Flash memory), a static random access memory 
(SRAM), a portable compact disc read-only memory (CD 
ROM), a digital versatile disk (DVD), a memory stick, a 
floppy disk, a mechanically encoded device such as punch 
cards or raised structures in a groove having instructions 
recorded thereon, and any suitable combination of the fore 
going. A computer readable storage medium, as used herein, 
is not to be construed as being transitory signals perse. Such 
as radio waves or other freely propagating electromagnetic 
waves, electromagnetic waves propagating through a wave 
guide or other transmission media (e.g., light pulses passing 
through a fiber-optic cable), or electrical signals transmitted 
through a wire. 
Computer readable program instructions described herein 

can be downloaded to respective computing/processing 
devices from a computer readable storage medium or to an 
external computer or external storage device via a network, 
for example, the Internet, a local area network, a wide area 
network and/or a wireless network. The network may com 
prise copper transmission cables, optical transmission fibers, 
wireless transmission, routers, firewalls, Switches, gateway 
computers and/or edge servers. A network adapter card or 
network interface in each computing/processing device 
receives computer readable program instructions from the 
network and forwards the computer readable program 
instructions for storage in a computer readable storage 
medium within the respective computing/processing device. 
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Computer readable program instructions for carrying out 
operations of the present invention may be assembler 
instructions, instruction-set-architecture (ISA) instructions, 
machine instructions, machine dependent instructions, 
microcode, firmware instructions, state-setting data, or 
either source code or object code written in any combination 
of one or more programming languages, including an object 
oriented programming language Such as Smalltalk, C++ or 
the like, and conventional procedural programming lan 
guages, such as the “C” programming language or similar 
programming languages. The computer readable program 
instructions may execute entirely on the user's computer, 
partly on the user's computer, as a stand-alone software 
package, partly on the user's computer and partly on a 
remote computer or entirely on the remote computer or 
server. In the latter scenario, the remote computer may be 
connected to the user's computer through any type of 
network, including a local area network (LAN) or a wide 
area network (WAN), or the connection may be made to an 
external computer (for example, through the Internet using 
an Internet Service Provider). In some embodiments, elec 
tronic circuitry including, for example, programmable logic 
circuitry, field-programmable gate arrays (FPGA), or pro 
grammable logic arrays (PLA) may execute the computer 
readable program instructions by utilizing state information 
of the computer readable program instructions to personalize 
the electronic circuitry, in order to perform aspects of the 
present invention. 

Aspects of the present invention are described herein with 
reference to flowchart illustrations and/or block diagrams of 
methods, apparatus (systems), and computer program prod 
lucts according to embodiments of the invention. It will be 
understood that each block of the flowchart illustrations 
and/or block diagrams, and combinations of blocks in the 
flowchart illustrations and/or block diagrams, can be imple 
mented by computer readable program instructions. 

These computer readable program instructions may be 
provided to a processor of a general purpose computer, 
special purpose computer, or other programmable data pro 
cessing apparatus to produce a machine, Such that the 
instructions, which execute via the processor of the com 
puter or other programmable data processing apparatus, 
create means for implementing the functions/acts specified 
in the flowchart and/or block diagram block or blocks. These 
computer readable program instructions may also be stored 
in a computer readable storage medium that can direct a 
computer, a programmable data processing apparatus, and/ 
or other devices to function in a particular manner, Such that 
the computer readable storage medium having instructions 
stored therein comprises an article of manufacture including 
instructions which implement aspects of the function/act 
specified in the flowchart and/or block diagram block or 
blocks. 

The computer readable program instructions may also be 
loaded onto a computer, other programmable data process 
ing apparatus, or other device to cause a series of operational 
steps to be performed on the computer, other programmable 
apparatus or other device to produce a computer imple 
mented process, such that the instructions which execute on 
the computer, other programmable apparatus, or other 
device implement the functions/acts specified in the flow 
chart and/or block diagram block or blocks. 
The flowchart and block diagrams in the Figures illustrate 

the architecture, functionality, and operation of possible 
implementations of systems, methods, and computer pro 
gram products according to various embodiments of the 
present invention. In this regard, each block in the flowchart 
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4 
or block diagrams may represent a module, segment, or 
portion of instructions, which comprises one or more 
executable instructions for implementing the specified logi 
cal function(s). In some alternative implementations, the 
functions noted in the block may occur out of the order noted 
in the figures. For example, two blocks shown in Succession 
may, in fact, be executed Substantially concurrently, or the 
blocks may sometimes be executed in the reverse order, 
depending upon the functionality involved. It will also be 
noted that each block of the block diagrams and/or flowchart 
illustration, and combinations of blocks in the block dia 
grams and/or flowchart illustration, can be implemented by 
special purpose hardware-based systems that perform the 
specified functions or acts or carry out combinations of 
special purpose hardware and computer instructions. 

FIG. 1 shows a client server system, in accordance with 
an embodiment of the present invention; and FIG. 2 shows 
a method for file recovery, in accordance with an embodi 
ment of the present invention; and FIGS. 3 to 5 show a more 
detailed flow diagram of the method for file recovery of FIG. 
2, in accordance with an embodiment of the present inven 
tion. 

Referring to FIG. 1, the shown embodiment of the present 
invention employs a client server system 1 comprising a 
client 100 with a client back-up tool 110 and a server 200 
with a server back-up tool 210 performing file recovery. The 
files are generated by an application 5 running on the client 
server system 1. The back-up client 110 is backing up files 
of the application 5 as back-up data in the back-up server 
210. The back-up server 210 restores files of the back-up 
data at the back-up client 110 based on file usage behavior 
of the application 5. In case of missing file priority class 
information the back-up server 210 restores all files of the 
back-up data at the back-up client 110 during a correspond 
ing restore process. In case of existing file priority class 
information the back-up server 210 restores files of a highest 
priority class at the back-up client 110 and creates file stubs 
of all remaining files of the back-up data on the back-up 
client 110 during a corresponding restore process. The 
back-up server 210 returns control to the application 5, 
wherein the back-up client 110 and the back-up server 210 
monitor and analyze the file usage behavior of the applica 
tion 5 performing data recovery and regular data processing 
after a restore process. The back-up server 210 classifies the 
files in different types of priority classes based on the file 
usage behavior, and replaces existing file stubs at the back 
up client 110 with corresponding file content during runtime 
of the application 5 based on certain criteria. The certain 
criteria may correspond to the file recovery strategy, for 
example. 

Still referring to FIG. 1, a recovery monitor 130 of the 
client 100 receives a list of restored files from the back-up 
server 210 and collects file statistics like access times, access 
types, and/or performed operations like read, write, create, 
delete by monitoring the application 5 performing data 
recovery and regular data processing after the first restore 
process. An extension 220 of the server receives the file 
statistics from the recovery monitor 130. 
The backup tool 110 of the client 100 is extended with an 

application specific extension 120. This extension performs 
the following tasks: Sending an application profile to the 
back-up tool 210 of the server 200, e.g. SID and type of 
restore operation. Sending file paths to be restored to the 
back-up tool 210 of the server 200. The send file paths are 
free of installation characteristics, e.g. free of SID and using 
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relative file paths. So a second application instance of the 
same type can profit of monitoring data of other application 
instances. 

Another possible extension is a “cut off time' represent 
ing a certain time frame for monitoring the file statistics by 
the recovery monitor 130, wherein the monitoring is stopped 
after reaching the “cut off time'. Further the back-up opera 
tion is optimized in a way, that if files are never touched after 
a restore process these files are candidates to be omitted 
from the back-up process. Further the restore process may be 
separated in stages that are generated by file statistics. 

Referring to FIG. 2, the shown embodiment of the present 
invention employs a method for file recovery, wherein files 
are generated by an application 5 running on a client server 
system 1 comprising a client 100 with a client back-up tool 
110 and a server 200 with a server back-up tool 210. The 
method comprises the steps of Backing up files of the 
application 5 as back-up data in the back-up server 200 in 
step S300. Restoring files from the back-up server 200 to the 
back-up client 100 based on file usage behavior of the 
application 5 in step S310, wherein in case of missing file 
priority class information all files of the back-up data are 
restored during a corresponding restore process; and 
wherein in case of existing file priority class information 
files of a highest priority class are restored at the back-up 
client 100 and file stubs of all remaining files of the back-up 
data are created on said back-up client 100 during a corre 
sponding restore process. In step S320 the control is returned 
to the application 5. In step S330 file usage behavior of the 
application 5 performing data recovery and regular data 
processing after the restore process is monitored and ana 
lyzed. In step S340 the files are classified in different types 
of priority classes based on the file usage behavior, and in 
step S350 existing file stubs are replaced at the back-up 
client 100 with corresponding file content from the back-up 
server 200 during runtime of the application 5 based on 
certain criteria. The certain criteria may correspond to the 
file recovery strategy, for example. 

Referring to FIGS. 3 to 5, the embodiment of the method 
for file recovery of FIG. 2 is explained in greater detail. In 
step S400 the back-up tool 110 of the client 100 performs at 
least one back-up and sends back-up data to the back-up tool 
210 of the server 200 storing the back-up data at the 
repository 230. Application 5 are typically backed up repeat 
edly, e.g., daily. The back-up data are stored and may be 
deleted after a certain time, e.g. a company always has 
backups for each of the last seven days available, older 
backups are deleted. To demonstrate the present invention an 
example database application with an instance ID “AB3' is 
used. For any reason, e.g. a disaster or a planned event, the 
application’s data may need to be restored, so in step S410 
the client back-up tool 110 receives a restore request from 
the application 5 and sends the restore request to the server 
back-up tool 210. In step S420 the server back-up tool 210 
looks for file usage information of the requesting application 
5. If no file usage information is available, a regular restore 
process known from the state of the art is performed in step 
S430. The client back-up tool 110 gives at least a name of 
application, name of instance, and backup identification (ID) 
as back-up request information to the server back-up tool 
210. With this information given, the server back-up tool 
210 looks up the backed up data in the repository 230 of the 
back-up server 200. Afterwards, all files of the back-up data 
are being sent to the back-up client 100, i.e. restored, and the 
file recovery process continues with step S440. Further in 
step S430, the server back-up tool 210 returns control to the 
application 5 which continues its work with the newly 
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6 
restored data, e.g., for most database applications the first 
phase typically consists of a data recovery, where all the data 
files, which have been restored, are analyzed and prepared. 
If there are already file usage information available, for 
example, from former performed file recovery processes or 
from other instances of the same application 5, then the 
restore process can be optimized and the file recovery 
process is continued with step S500 shown in FIG. 5. 

In step S440 the server back-up tool 210 provides a list of 
all restored files to the recovery monitor 130 of the client 
100. This way the recovery monitor 130 knows which files 
need to be monitored in the following monitoring procedure. 
In step S450 file usage statistics are collected on the client 
100 by the recovery monitor 130 while the application 5 is 
running. The file usage statistics comprises at least one of the 
following information: Time of file access, type of file 
access, number of file accesses. From the beginning of the 
data recovery of the application 5 the recovery monitor 130 
monitors all restored files, i.e. the recovery monitor 130 
tracks which file has been accessed when, for example, 
relative to a restore time, and what kind of access type was 
used. In the shown embodiment the first access-time and 
access-type is relevant. An example file usage statistics entry 
is shown in Table 1. 

TABLE 1. 

App-Name Instance-Name Pathname Time Type 

DB2 AB3 idb2/AB3 datal 00:00:26 read 

The recovery monitor 130 may perform the monitoring 
and analyzing of the file usage behavior continuously or for 
a certain time period. Further the monitoring and analyzing 
may be stopped for all files that have been accessed a given 
number of accesses. In one embodiment of the invention, the 
recovery monitor 130 may stop monitoring all files that have 
been accessed already once so that the performance of the 
file system is influenced less by the monitoring process. 

Also, these file usage statistics are sent to the server 
back-up tool 210 and processed. In step S460, the recovery 
monitor 130 sends the file usage statistics to the server 
back-up tool 210. In one embodiment of the invention the 
file usage statistics are sent periodically and monitoring 
never stops, except if a new restore is started, then moni 
toring will start from beginning. In another embodiment the 
file usage statistics are sent only once and afterwards moni 
toring is stopped on the client side so that no further statistics 
will be collected. 

In step S470, the server back-up tool 210 generalizes and 
classifies the files based on the file usage statistics. If the 
server back-up tool 210 receives file usage statistics from a 
specific application instance, it will first generalize the 
statistics so that their “classification', e.g. what files should 
be restored first for this application 5, can also be used for 
other instances of the same application 5. Therefore, the 
server back-up tool 210 replaces all instance-specific infor 
mation by generic placeholders. For example the entry of 
Table 1 will be converted to the entry shown in Table 2: 

TABLE 2 

App-Name Pathname Time Type 

DB2 application-root instance- OO:00:26 read 
name datal 
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After all statistics have been generalized all files are 
grouped in priority classes based on first access-time and 
access-type. In order to do so, known mathematical-statis 
tical approaches, such as clustering, will be applied on the 
entries. An important dimension of the entries is the first 
access-time of the files. However, the first access-type is also 
important, especially, but not only, for files that are deleted 
at first. The conclusion, which the logic of the server 
back-up tool 210 produces for such files, is that they do not 
need to be restored at all. Files with other access types imply 
other conclusions. 
The restore strategy is based upon statistics on block level 

while considering file level relations. For the classification a 
first access time, an access type and/or optionally the num 
ber of accesses and their type within a certain time frame on 
a block level granularity is used, for example. 

Further the following access types to blocks and the 
corresponding conclusion for optimizing the restore are 
considered. If the access type is a create access, no restore 
operation is performed, since this block is not part of restore 
process and its previous back-up process but is created 
afterwards. If the access type is a read access and a block is 
read after restore, its priority is increased depending on how 
early and how often the block is read. If the access type is 
a write access, no restore operation is performed, since the 
content of this block is newly written and thus its old content 
is not important. If the access type is a delete access, no 
restore operation is performed, since the block is deleted 
after it is restored. 

With this restore strategy the restore process on file level 
which corresponds to the application perspective is 
improved. For example, in case most blocks of a file are 
read, the blocks that were read during the last recovery will 
be restored. The priority of each block is based on the 
classification based on the file usage statistics as described 
above. That allows for the application 5 to access blocks 
needed in early stages of the recovery locally since they are 
the first ones that are restored. Example entries are shown in 
Table 3. 

TABLE 3 

App-Name Pathname Time Type Prio 

DB2 application-root instance- 00:00:26 read 1 
name datal 

DB2 application-root instance- 00:00:28 read 1 
name data,3 

DB2 application-root instance- 00:00:05 delete O 
name traces 

DB2 application-root instance- 00:01:02 read 2 
namelog 

Whereas “Prio 1' denotes the highest priority-class, i.e., 
these files are restored at first, “Prio O' denotes the lowest 
priority-class, i.e., these files are not restored at all, and “Prio 
2 and increasing numbers denote lower priority-classes, the 
greater the number the lower its priority-class, except for 0. 

In case a first couple of blocks of a file are not read and 
only new blocks are appended to the file, no part of the file 
is restored which is optimal in terms of performance. In case 
only a few defined blocks are read by each application 
recovery (e.g. the first blocks of a file, which could be a 
header), only those blocks will be restored. In case most 
blocks of a file are written, no blocks are restored that are not 
read before they are overwritten. Thus in this case most parts 
of the file are not restored. In case of a mixture of read 
accesses and write accesses, so that there are block access 
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8 
patterns within the application recovery that are valid for 
each recovery even this access type is optimized, only the 
read blocks are restored, the blocks that are overwritten only, 
will not be restored. If a ratio of read and write blocks 
exceeds a certain threshold, all blocks of that particular file 
will be restored. This is to improve the recovery time 
objective by comparing overhead of on-demand access that 
may occur, if a file is heavily used. In case a file is deleted, 
no block of the file is restored. The results of these steps are 
file usage statistics entries grouped by priority class, shown 
in Table 3, for example. 

Finally, the results of the generalized and classified file 
usage statistics are stored in the repository 230 of the 
back-up server 200 indexed by generalized file paths in step 
S480. 

After all files of the back-up data have been restored to the 
client 100 during a first restore process without file usage 
information, the application will start its recovery and after 
wards regular processing. For example, a database would 
require a database recovery where the data is analyzed and 
preprocessed, before the database can be used by other 
applications. 

In a typical application 5 and data protection lifecycle, 
backups occur regularly and often. Thus, it is likely that after 
an application 5 has been restored, there will be further 
backups as described above. At some point in time, there 
may be another reason why a restore of one of Such back-up 
processes is necessary. 
As described above, for every restore process the server 

back-up tool 210 first checks in step S420 whether there is 
already file usage information available. This also involves 
using generalized statistics from other instances. If there are 
already file usage information available the restore process 
can be optimized and the file recovery process is continued 
with step S500 shown in FIG. 5. In step S500 the back-up 
server 200 maps the restore request from the client back-up 
tool 110 to a list of files stored during the back-up operation. 
These file paths are not yet generalized and just represent the 
concrete full qualified file paths of the application instance. 

With the list of full qualified file paths, the given appli 
cation name and instance name the server back-up tool 210 
is able to classify and generalize the file paths in step S510. 
The server back-up tool 210 uses the same algorithm as 
described in step S470 of the process flow. At the end the 
server back-up tool 210 processes a list of generalized file 
paths. An exemplary list of generalized file paths is shown 
in Table 4, for example. 

TABLE 4 

Pathname 

instance-namelf data1 application-root 
instance-name application-root 

application-root 
application-root 

instance-namel?traces 
instance-namelog 

With the list of normalized file paths and the application 
name the server back-up tool 210 is now able to lookup the 
normalized file paths in the table created for this concrete 
application 5. So in step S520 the server back-up tool 210 
looks up normalized file paths in the repository 230 to get 
the priority class. As mentioned earlier the application name 
was provided to the server back-up tool 210, thus the server 
back-up tool 210 is able to directly look up the entries in 
Table 3 created and stored in earlier process steps S470 and 
S480. Based on the file usage statistics the server back-up 
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tool 210 is able to get the priority class for each file that is 
used as part of the application restore process. 

In step S530, the server back-up tool 210 restores the files 
that were determined to belong to the highest priority class 
to the client 100. Typically these files are the ones that are 
needed at the very beginning of an application recovery. 
They were given this high priority class because of the fact 
that they were accessed very early in a past application 
recovery of this or another application instance of the same 
application type. For files of all other priority classes except 
of priority class 1, so called file stubs are created on the 
client side in step S530. These file stubs only contain 
metadata as for example the file name, permissions, own 
ership etc. but not the file content itself. Thus the restore of 
these file stubs only transfers very few data to the client 100, 
the main portion representing the file content remains on the 
repository 230 of the back-up server 200. After all file stubs 
are created and the files of the highest priority class are 
restored at the client 100, the server back-up tool 210 returns 
the control to the application 5. That means the restore 
operation is declared complete to the application 5. This will 
allow for an application recovery and startup at this early 
stage of the restore process. If the application recovery and 
start up accesses files of the highest priority class, these files 
can be directly accessed from the local disc. It is assumed 
that multiple application recoveries require the same file 
access patterns. All files of other priority classes can also be 
accessed by the application 5 since the file stubs are already 
copied on the client 100. In case such a file stub is supposed 
to be read the file content is loaded from the back-up server 
200 as response to the read/write request on the file stub. 

Since the control was already returned to the application 
the following restore tasks will be processed in the back 
ground. The serverback-up tool 210 will continue to transfer 
file content to the client 100 ordered by the determined 
priority classes using a background process. That means 
over time the file stubs will be filled with the file content. At 
first priority class “Prio 2', then priority class “Prio 3' and 
so on until only files of priority class “Prio O” are left. Those 
files are not restored at all since usage statistics show they 
were not needed by the application 5 in the past. Again, the 
file stubs are already there. If the application 5 tries to access 
those files they are transferred to the client 100 on demand 
using a request process. 

Presented herein is an improved method for file recovery, 
wherein files are generated by an application 5 running on a 
client server system 1 comprising a client 100 with a client 
back-up tool 110 and a server 200 with a server back-up tool 
210, comprising the steps of: Backing up files of the 
application 5 as back-up data in the back-up server 200; 
restoring files from the back-up server 200 to the back-up 
client 100 based on file usage behavior of the application 5: 
wherein in case of missing file priority class information all 
files of the back-up data are restored during a corresponding 
restore process; wherein in case of existing file priority class 
information files of a highest priority class are restored at the 
back-up client 100 and file stubs of all remaining files of the 
back-up data are created on said back-up client 100 during 
a corresponding restore process; returning control to the 
application 5: monitoring and analyzing the file usage 
behavior of said application 5 performing data recovery and 
regular data processing after the restore process; classifying 
the files in different types of priority classes based on the file 
usage behavior, and replacing existing file stubs at the 
back-up client 100 with corresponding file content from said 
back-up server 200 during runtime of the application 5 based 
on certain criteria. 
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10 
The technical problem underlying the present invention is 

to provide a method for file recovery and a corresponding 
client server system, which are able to optimize recovery 
process of files and to solve the above mentioned shortcom 
ings and pain points of prior art file recovery in a client 
server system. 

Accordingly, in an embodiment of the present invention a 
method for file recovery, wherein files are generated by an 
application running on a client server system comprising a 
client with a client back-up tool and a server with a server 
back-up tool, comprises the steps of Backing up files of the 
application as back-up data in the back-up server, restoring 
files from the back-up server to the back-up client based on 
file usage behavior of the application; wherein in case of 
missing file priority class information all files of the back-up 
data are restored during a corresponding restore process; and 
wherein in case of existing file priority class information 
files of a highest priority class are restored at the back-up 
client and file stubs of all remaining files of the back-up data 
are created on the back-up client during a corresponding 
restore process; returning control to the application; moni 
toring and analyzing the file usage behavior of the applica 
tion performing data recovery and regular data processing 
after the restore process; classifying the files in different 
types of priority classes based on the file usage behavior, and 
replacing existing file stubs at the back-up client with 
corresponding file content from the back-up server during 
runtime of the application based on certain criteria. 

In further embodiments of the present invention, based on 
the certain criteria a background process replaces existing 
file stubs on the back-up client with corresponding file 
content from the back-up server ordered by priority or a 
request process replaces existing file stubs on the back-up 
client with corresponding file content from the back-up 
server as requested by the application. 

In further embodiments of the present invention, during 
monitoring and analyzing the file usage behavior is deter 
mined by collecting file usage statistics of the application 
based on a list of restored files. 

In further embodiments of the present invention, the file 
usage statistics comprise at least one of the following 
information: time of file access, type of file access, number 
of file accesses. 

In further embodiments of the present invention, the files 
of the application are generalized and classified based on the 
file usage statistics. 

In further embodiments of the present invention, classi 
fication results of the files are stored in a repository of the 
back-up server indexed by generalized file paths. 

In further embodiments of the present invention, 
requested file paths of a restore process are generalized and 
looked up in the repository to determine a corresponding 
priority class of corresponding files. 

In further embodiments of the present invention, moni 
toring and analyzing of the file usage behavior is performed 
continuously or for a certain time period. 

In further embodiments of the present invention, moni 
toring and analyzing is stopped for all files that have been 
accessed a given number of accesses. 

In another embodiment of the present invention, a client 
server system comprises a back-up tool implemented in a 
back-up client and a back-up server performing file recov 
ery, wherein the files are generated by an application running 
on the client server system. The back-up client is backing up 
files of the application as back-up data in the back-up server. 
The back-up server restores files of the back-up data at the 
back-up client based on file usage behavior of the applica 
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tion; wherein in case of missing file priority class informa 
tion the back-up server restores all files of the back-up data 
at the back-up client during a corresponding restore process; 
and wherein in case of existing file priority class information 
the back-up server restores files of a highest priority class at 
the back-up client and creates file stubs of all remaining files 
of the back-up data on the back-up client during a corre 
sponding restore process. Then the back-up server returns 
control to the application; wherein the back-up client and the 
back-up server monitor and analyze the file usage behavior 
of the application performing data recovery and regular data 
processing after a restore process. The back-up server clas 
sifies the files in different types of priority classes based on 
the file usage behavior, and replaces existing file stubs at the 
back-up client with corresponding file content during run 
time of the application based on certain criteria. 

In further embodiments of the present invention, based on 
the certain criteria the back-up server runs a background 
process to replace existing file stubs on the back-up client 
with corresponding file content from the back-up server 
ordered by priority or the back-up client runs a request 
process to replace existing file stubs on the back-up client 
with corresponding file content from the back-up server as 
requested by the application. 

In further embodiments of the present invention, the 
back-up server provides a list of restored files of the appli 
cation to a recovery monitor which collects file usage 
statistics based on the list of restored files. 

In further embodiments of the present invention, the 
back-up server classifies and generalizes the files of the 
application based on the file usage statistics and stores the 
classification result in a repository indexed by generalized 
file paths; wherein the back-up server generalizes requested 
file paths of a restore process and looks them up in the 
repository to determine a corresponding priority class of the 
files. 

In another embodiment of the present invention, a data 
processing program for execution in a data processing 
system comprises Software code portions for performing a 
method for file recovery when the program is run on the data 
processing System. 

In yet another embodiment of the present invention, a 
computer program product stored on a computer-usable 
medium, comprises computer-readable program means for 
causing a computer to perform a method for file recovery 
when the program is run on the computer. 

All in all, embodiments of the present invention introduce 
a method for optimized recovery of files, wherein files are 
backed up in a back-up server and restored to a client. 

In Summary, to improve the short comings and problems 
of prior art Solutions outlined in the background section 
embodiments of the present invention introduce an opti 
mized restore workflow so that a corresponding application 
can recover before completion of the restore process. 

Embodiments of the present invention restore files based 
on certain criteria like a category of the files. Therefore 
critical files are restored first and less critical files are 
restored in the background but available from the beginning 
through file stubs. Unnecessary files are left on the back-up 
server but also available as file stubs. 

Advantageously in embodiments of the present invention 
applications can start their recovery processes before all files 
of the back-up data are restored at the back-up client. 
Learning of file classification is based on application profiles 
and historical file statistics. So a better recovery time objec 
tive is possible through file usage prediction and correspond 
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12 
ing restore strategy. Also embodiments of the present inven 
tion offer cost efficient alternatives to enterprise storage 
Snapshot technologies. 
The key difference compared to state of the art file 

recovery embodiments is, that embodiments of the present 
invention gather file usage statistics after a restore operation. 
The basic idea of collecting usage statistics on file level and 
to group files based on their usage is state of the art. The 
disadvantage of that state of the art approach is that the 
classification of files will represent general access patterns 
of the application to its files. Application restore operations 
and the Subsequent recovery process are usually rarely 
executed. Thus the access patterns for the application recov 
ery will hardly be covered within the collected usage sta 
tistics. 

In comparison to that, embodiments of the present inven 
tion collect file usage statistics basically after a restore 
process has been finished or in certain time frames after Such 
restore processes. The main advantage of this approach is 
that the usage statistics of embodiments of the present 
invention only represent the access patterns of the applica 
tion to its files during the corresponding recovery process. 
This allows optimizing Subsequent application recovery 
processes since there are similarities between the access 
patterns of the recovery processes of the same application. 

Further embodiments of the present invention have appli 
cation-awareness. Thus, after a restore and initial application 
recovery has happened, the file and block usage statistics 
collected on the client side are cleaned up from instance 
specific information. For example, in a database a corre 
sponding recovery behavior, i.e., which files are when and 
how accessed after a restore, is likely to be similar on 
multiple systems and different instances. For example the 
recovery of the database always accesses configuration files 
at first and then data files. So embodiments of the present 
invention generalize instance specific entries in universal 
entries. All statistic entries are generalized in this way. When 
it comes to a restore for another machine/instance, the 
universal path is filled up with instance specific data. Alter 
natively instance specific data of the recovering machine? 
instance is generalized and compared with the universal 
path. Thus, the learned priority and classification of which 
files need to be restored when, can also be used if a different 
machine with a different instance needs to restore and 
recovery its database instance. 

In further embodiments of the present invention, the 
generalization does not only include the knowledge of 
applications but also of different back-up and restore types 
of Such applications, so that the recovery time objective can 
be improved even more. 
The descriptions of the various embodiments of the 

present invention have been presented for purposes of 
illustration, but are not intended to be exhaustive or limited 
to the embodiments disclosed. Many modifications and 
variations will be apparent to those of ordinary skill in the 
art without departing from the scope and spirit of the 
described embodiments. The terminology used herein was 
chosen to best explain the principles of the embodiments, the 
practical application or technical improvement over tech 
nologies found in the marketplace, or to enable others of 
ordinary skill in the art to understand the embodiments 
disclosed herein. 

What is claimed is: 
1. A method for file recovery of files that are generated by 

an application running on a client-server system comprising 
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a back-up client with a client back-up tool and a back-up 
server with a server back-up tool, wherein the method 
comprises: 

backing up, by one or more processors, the files of the 
application as back-up data in the back-up server, 

restoring, by the one or more processors, the files from the 
back-up server to the back-up client based on file usage 
behavior of the application, wherein 

in response to the files of the back-up data missing file 
priority class information, restoring, by the one or more 
processors, all of the files during a restore process; 

in response to the files of the back-up data having the file 
priority class information: 
prioritizing, by the one or more processors, the files 

according to the file priority class information; 
restoring, by the one or more processors, files of a highest 

priority class at the back-up client and creating file 
stubs of all remaining files of the back-up data on the 
back-up client during the restore process, wherein the 
all remaining files are below the highest priority class, 
wherein the file stubs do not contain file content; 

monitoring and analyzing, by the one or more processors, 
the file usage behavior of the application performing 
data recovery and regular data processing after the 
restore process; 

classifying, by the one or more processors, the restored 
files in different types of priority classes based on the 
file usage behavior, and 

replacing, by the one or more processors, existing file 
stubs at the back-up client with corresponding file 
content from the back-up server during runtime of the 
application based on predetermined criteria. 

2. The method according to claim 1, wherein the replacing 
further comprises: 

replacing, by the one or more processors executing a 
background process and based on the predetermined 
criteria, the existing file stubs on the back-up client 
with the corresponding file content from the back-up 
server ordered by priority. 

3. The method according to claim 1, wherein the replacing 
further comprises: 

replacing, by the one or more processors, the existing file 
stubs on the back-up client with the corresponding file 
content from the back-up server as requested by the 
application. 

4. The method according to claim 1, wherein during the 
monitoring and analyzing, the file usage behavior is deter 
mined by collecting file usage statistics of the application 
based on a list of the restored files. 

5. The method according to claim 4, wherein the file usage 
statistics comprises at least one of time of file access, type 
of file access, and number of file accesses. 

6. The method according to claim 4, wherein the files of 
the application are generalized and classified based on the 
file usage statistics. 

7. The method according to claim 6, wherein classifica 
tion results of the files are stored in a repository of the 
back-up server indexed by generalized file paths. 

8. The method according to claim 7, wherein requested 
file paths of the restore process are generalized and looked 
up in the repository to determine a corresponding priority 
class of files corresponding to the requested file paths. 

9. The method according to claim 1, wherein the moni 
toring and analyzing of the file usage behavior is performed 
continuously. 
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14 
10. The method according to claim 1, wherein the moni 

toring and analyzing of the file usage behavior is performed 
for a certain time period. 

11. The method according to claim 1, wherein the moni 
toring and analyzing is stopped for all files that have been 
accessed a predetermined number of times. 

12. A client-server system comprising: 
a back-up client, implemented at least partially by hard 

ware, wherein the back-up client comprises a client 
back-up tool; and 

a back-up server, implemented at least partially by hard 
ware, wherein the back-up server comprises a server 
back-up tool performing file recovery, and wherein the 
files to be backed up are generated by an application 
running on the client-server system; 

wherein 
the back-up client is backing up the files of the application 

as back-up data in the back-up server, 
the back-up server restores the files of the back-up data at 

the back-up client based on file usage behavior of the 
application; wherein 
in case of missing file priority class information asso 

ciated with the back-up data, the back-up server 
restores all of the files of the back-up data at the 
back-up client during a corresponding restore pro 
cess; and 

in case of having existing file priority class informa 
tion, the back-up server restores files of a highest 
priority class at the back-up client and creates file 
stubs of all remaining files of the back-up data on the 
back-up client during the corresponding restore pro 
cess, wherein the file stubs do not contain file con 
tent; 

the back-up server returns control to the application; 
wherein the back-up client and the back-up server 
monitor and analyze the file usage behavior of the 
application performing data recovery and regular data 
processing after the corresponding restore process; and 

wherein the back-up server classifies the restored files in 
different types of priority classes based on the file usage 
behavior, and replaces existing file stubs at the back-up 
client with corresponding file content during runtime of 
the application based on predetermined criteria. 

13. The client-server system according to claim 12, 
wherein based on the predetermined criteria, the back-up 
server runs a background process to replace the existing file 
stubs on the back-up client with the corresponding file 
content from the back-up server ordered by priority. 

14. The client-server system according to claim 12, 
wherein based on the predetermined criteria, the back-up 
client runs a request process to replace the existing file stubs 
on the back-up client with the corresponding file content 
from the back-up server as requested by the application. 

15. The client-server system according to claim 12, 
wherein the back-up server provides a list of the restored 
files of the application to a recovery monitor, wherein the 
recovery monitor collects file usage statistics based on the 
list of the restored files. 

16. The client-server system according to claim 12, 
wherein the back-up server classifies and generalizes the 
files of the application based on the file usage statistics and 
stores the classification result in a repository indexed by 
generalized file paths; and wherein the back-up server 
generalizes requested file paths of the corresponding restore 
process and looks them up in the repository to determine a 
corresponding priority class of the files corresponding to the 
requested file paths. 
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17. A computer program product for file recovery of files 
that are generated by an application running on a client 
server system comprising a client with a client back-up tool 
and a back-up server with a server back-up tool, the com 
puter program product comprising a computer readable 5 
storage medium having program code embodied therewith, 
wherein the computer readable storage medium is not a 
transitory signal, and wherein the program code is readable 
and executable by a processor to perform a method com 
prising: 

backing up the files of the application as back-up data in 
the back-up server; 

restoring the files from the back-up server to the back-up 
client based on file usage behavior of the application 
wherein 

in response to the files of the back-up data missing file 
priority class information, restoring all of the files 
during a restore process; 

in response to the files of the back-up data having the file 20 
priority class information: 
prioritizing the files according to the file priority class 

information; 
restoring files of a highest priority class at the back-up 

client and creating file stubs of all remaining files of 25 
the back-up data on the back-up client during the 
restore process, wherein all of the remaining files are 

10 

15 

16 
below the highest priority class, wherein the file 
stubs do not contain file content; 

monitoring and analyzing the file usage behavior of the 
application performing data recovery and regular 
data processing after the restore process; 

classifying the restored files in different types of pri 
ority classes based on the file usage behavior, and 

replacing existing file stubs at the back-up client with 
corresponding file content from the back-up server 
during runtime of the application based on predeter 
mined criteria. 

18. The computer program product of claim 17, wherein 
the replacing further comprises: 

replacing, based on the predetermined criteria, the exist 
ing file stubs on the back-up client with the correspond 
ing file content from the back-up server ordered by 
priority. 

19. The computer program product of claim 17, wherein 
the replacing further comprises: 

replacing the existing file stubs on the back-up client with 
the corresponding file content from the back-up server 
as requested by the application. 

20. The computer program product of claim 17, wherein 
during the monitoring and analyzing, the file usage behavior 
is determined by collecting file usage statistics of the appli 
cation based on a list of the restored files. 
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